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Chapter 1

Introduction

In many physical applications we want to characterize the parameters of a system
based on indirect observations or measurements.

In a reservoir simulator setting, the goal is to simulate the production of hydrocar-
bons from the reservoir. This way we can try out different production strategies
and optimize the production plan before the reservoir is put on production. These
decisions depend on good simulations of the flow of oil, gas and water in the porous
rocks.

To achieve appropriate flow calculations, a good estimate of the flow properties of the
rock is needed. The process of building an approximation to the reservoir itself and
its properties is called reservoir modeling or reservoir characterization. For this, prior
information is used, like well logs, analyzed core plugs from the appraisal wells and
seismic data. This information gives us some estimate of our poorly known reservoir
parameters, like the porosity and permeability fields.

The performance of the reservoir, given a recovery strategy, can be predicted by a
reservoir simulator. After the field is put on production one may use the production
data to improve the reservoir model. The basic idea is that predicted performance
should match the observed performance. By tuning the parameters in the model,
one tries to fit the output of the simulator to the production history. This is referred
to as history matching, which is a nonlinear inverse problem.

A promising method to automatically perform the history matching is the Ensemble
Kalman Filter. EnKF is a sequential data assimilation algorithm using Monte Carlo
techniques where measurements and prior information about the system is combined
to make the best weighted estimate based on their uncertainties. After the assim-
ilation, the model is run forward in time using the reservoir simulator. When new
observations or data are available, the next analysis step will incorporate the new
observations to produce a new analyzed estimate.

A large number of data assimilated at the same time has proved to be a difficult
challenge for EnKF. This could correspond to the use of e.g. 4D seismic data.



2 Introduction

Omne computational advantage is that the covariance matrix of the system is never
explicitly calculated, but rather approximated from the ensemble itself. However,
spurious correlations in the ensemble sample covariance matrix is one problem to be
addressed. In particular, properties in cells far away from the location of measure-
ments are affected in too great scale.

EnKF is based on the Kalman Filter, which is a recursive filter for linear problems.

In this master thesis we consider the quality of the analysis step of the EnKF. Our
main focus is the sampling errors caused by the approximated sample covariance
matrix when a increasing number of measurements are assimilated.

The work here is inspired by |15, 14|, where a probabilistic measure for the sampling
error is derived under the assumptions of a normally distributed prior and negligible
measurement errors.

Here we try a somewhat different approach using approximate calculations and Neu-
mann series to asses the sampling error. We consider measurement errors of varying
size.

Outline

Chapter 2 We introduce inverse problems, both linear and nonlinear. We start
off defining the inverse problem, followed by classical theory for solving them. The
Bayesian approach is introduced as an alternative framework. Also, the the history
matching problem in reservoir engineering is mentioned.

Chapter 3 We describe sequential assimilation techniques, and introduce the Kalman
Filter and the Extended Kalman Filter.We then concentrate on the formulation of the
Ensemble Kalman Filter, practical implementations and some important challenges.

Chapter 4 This chapter provides the idea behind our approach and we define
Neumann series which is utilized in the analytical calculations.

Chapter 5 Here we define our assumptions and approximations regarding the co-
variance matrix and the analysis step in the Ensemble Kalman Filter.

Chapter 6 We derive approximative analytical expressions for the norm of the
sampling error, as well as some numerical results based on these.

Chapter 7 We summarize the work done in this thesis and make some remarks on
the results from chapter 6

The Appendix contains some useful definitions and derivations to supplement the
text. It is referred to the Appendix whenever appropriate with (A.#).
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Chapter 2

Parameter estimation and inverse
problems

Parameter estimation and inverse problems are introduced followed by the Bayesian
approach. We use the notation m for the set of parameters in our model, F(.) is the
forward model and d will be the output from the forward model.

In the forward problem the goal is to find d given m
d =F(m) (2.0.1)

where F is the equations that govern our dynamical system and m is the set of pa-
rameters that characterize the system. In a reservoir case, F will be the reservoir
simulator or forward model, m will be the properties that characterize our reservoir,
like porosity and permeability, and d will be the predicted performance of the reser-
voir. In history matching, which is the inverse problem, one tries to estimate the
parameters m based on the observed data ds, that is

F(m) = doys (2.0.2)

Parameter estimation problems, or inverse problems, can be linear or nonlinear de-
pending upon the forward operator F. The fact that all observations or measurements
are associated with uncertainty is one reason that makes inverse problems hard to
solve. Because we know that noise is present in the data we should not try to fit
the data perfectly because we may let the noise affect features in the model. We can
rewrite (2.0.2) as

dops = dipue +1 = F(mtrue) +n (203)

where we think of the observations as perfectly measured data with added noise. The
data dypye would fit the true model my, perfectly if we assume no modeling errors
trough F. Of course, the forward model F may not represent the physical system
exactly. Thus, there may also be model errors present. The goal of the inverse
problem is to recover the true model m given the noisy data d,ps. Inverse problems
are often ill-posed, that is they do not fulfill one or more of the following criteria:

5
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e Existence: There may be no solution m that fits the data d perfectly.

e Uniqueness: There may be an infinite number of solutions that fit the data
equally well.

e Stability: Small changes in the data may cause enormous changes in the esti-
mated model, making the solution procedure unstable.

A problem can be well-posed, but still be ill-conditioned if it fails to honor the last
criteria.

We usually distinguish between linear and nonlinear problems. We first look at linear
inverse problems

2.1 Linear inverse problems

2.1.1 Least square problems

Considering a discrete linear inverse problem, we can write the problem as a linear
system of equations
Fm=d (2.1.1)

where we have a data vector d with N, observations and a vector m of N model
parameters. We assume that the linear operator F has full column rank, rank(F) =
N. Due to noise in the data, d frequently lies outside the range of F, thus there is
no solution m that satisfies 2.1.1 exactly. To find an approximate solution we can

minimize the residual
r=d-Fm

A model that minimizes the Lo-norm of the residual
min|ld — Fml|o (2.1.2)

is called a least square solution. This can be obtained by projecting d onto the range
of F. Let

Fm=p
) (2.1.3)
= projrr)d
Then the residual is perpendicular to the range of F, so that
F/(Fm—-d)=0 (2.1.4)

and
F'Fm = FTd (2.1.5)
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This is called the normal equations. The least squares solution is given by

m;, = (F'F)"'FTd (2.1.6)

It can be shown that if F has full column rank then (FTF)~! exists. Interestingly, if
the data errors are normally distributed then the least squares solution turns out to
be statistically the most likely solution.

2.1.2 Maximum Likelihood Estimation

Maximum likelihood estimation can be applied to problems where probability density
functions can be associated with the data. Given a model m, we have a probability
density function f;(d; | m) for every observation d;. For independent data d, the
joint probability density is

f(d|m) = fi(di | m) - fo(dz | m)----- fn,(dn, | m) (2.1.7)

Given a set observed data points, what is the model m that most likely correspond
to these data? The likelihood function is given as

L(m|d) = f(d |m) (2.1.8)

where d is a fixed set of observations and m is to be estimated. The maximum
likelihood principle tells us to choose the model that maximizes the value of the
likelihood function. As mentioned before, when we have a discrete linear inverse
problem with independent and normally distributed data errors, then the maximum
likelihood principle solution is the least squares solution. The data are associated
with given standard deviations ;. We can write the probability density for d; as

exp (-WW> (2.1.9)

2
207

fi(d; | m) =

1
oV 2T

and the likelihood function for all the data is the product of the separate likelihoods
Ng
_ 1 (d; — (Fm);)?
Lim|d) = Nd_l_Il exp <—%"2 (2.1.10)
(2m)Nal2] Jou ™
i=1

2

Maximizing this expression is the same as maximizing the exponent or minimizing the
exponent with opposite sign. Because the constants does not affect the maximization
of L we end up with the minimization problem

Ng
mmz(d_fj]zm))2 (2.1.11)
i=1 @

This is exactly the least squares solution in 2.1.2, but scaled with the individual

standard deviations J?.
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2.1.3 Rank deficiency and the Singular Value Decomposition

Until now we have assumed that the matrix F € RYe*N has full column rank, thus
the N columns of F are all linearly independent. If rank(F) < min(Ngy, N) we say
that F is rank deficient. One way to solve least squares problems in ill posed or rank
deficient systems is by using the singular value decomposition (SVD). All matrices
can be decomposed|8] into the following form

F =USV” (2.1.12)

where

e U is a Ny x Ny orthogonal matrix with columns that are unit basis vectors
spanning the data space, RV¢,

e V is a N x N orthogonal matrix with columns that are unit basis vectors
spanning the model space, RV,

e S is a Ngy x N diagonal matrix with non negative diagonal elements called
singular values.

The singular values in S are arranged in decreasing size, s1 > s2 >« Sypin(n,,N) = 0.
Some of the singular values may be zero. If that is the case, S can be written as

s[ SOP 0 ] (2.1.13)

with S, containing the p nonzero singular values. Then the SVD of F can be simplified
to its compact form
F =U,S, V] (2.1.14)

The SVD can be used to compute a generalized inverse of F, the Moore-Penrose
pseudo inverse[21, 23] which is given by

Ff=v,S,'Ul (2.1.15)

By use of 2.1.15, the pseudo inverse solution is defined as

m' = Ffd

2.1.16
=V,S,'Uld ( )

This solution always exists, even if F is not of full column rank. In [2] it is shown
that m' is a least squares solution. It is also shown that the solution given by the
normal equations in 2.1.6 is a special case of m' when
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e F has full column rank N

e but the range of F does not span the entire data space R™Vd

This gave us a unique, but approximate solution in a least squares sense.

When F is not of full column rank, we get a solution that is not unique. This happens
because F then has a nontrivial null space, N(F)|2|. Now the equation Fm = 0 has
more than one solution. In fact, there are infinitely many models, or solutions, mg
that satisfies Fmg = 0. Adding such a solution to our solution would still satisfy
Fm = d because
F(m + my) = Fm + Fm,
—=d+0 (2.1.17)
=d

The existence of a nontrivial null space leads to non uniqueness in the solution to a
linear system of equations.

To see how very small singular values s; can make the pseudo inverse solution unsta-
ble, they|2| also showed that

m' =V,S 'Uld
P U7 (2.1.18)

d
— Z; ?ZVZ

If the data vector contains random noise, small singular values in the denominator can
blow up the corresponding coefficients, and thus let the noise dominate the solution.
This gives us an unstable solution in the presence of noise in the data. As we know,
all data or measurements comes with some amount of measurement errors, or noise.
We need to stabilize the solution by regularization.

2.2 Regularization

We have seen that inverse problems often are hard to solve, and that the solution(s)
may not reflect the nature of the true model. Different techniques called regulariza-
tion are used in an attempt to obtain a meaningful solution to the inverse problem.
We briefly look at the methods Truncated Singular Value Decomposition (TSVD)
and the widely used Tikhonov regularization.
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2.2.1 Truncated Singular Value Decomposition

As seen in (2.1.18), small singular values can create problems. An easy and straight-
forward way to make the solution more stable is to truncate the expression at some
p' < p. Since the singular values are arranged in decreasing order this means that
we discard the smallest values. The solution is then constructed by only the first
p’ singular values and corresponding model space basis vector. This stabilizes the
solution, but this TSVD solution will not fit the data as well as solutions built from
all the model space basis vectors. Stability is obtained at the expense of resolution.
Understanding the sacrifice of resolution for stability is of fundamental importance
when regularizing inverse problems.

2.2.2 Tikhonov Regularization

Here we present the Tikhonov regularization. We will look at the zeroth order
Tikhonov regularization in particular, and show the idea for higher order Tikhonov
regularization. The Tikhonov solution can be expressed in the terms of the singular
value decomposition of F. As we will see, this method does not discard any singular
values. Instead, it gives greater weight to larger singular values and less weight to
small singular values in the SVD.

We have considered the linear inverse problem Fm = d, and tried to find a solution
that minimizes the misfit |[Fm — d||. In zeroth order Tikhonov regularization, we
add a regularization term and minimize the following expression

min |[Fm — d||3 + o2||m]3 (2.2.1)

where « is a regularization parameter. This is also called the damped least squares
problem. To recognize the form of an ordinary least squares problem, we augment

this and write
F _ d
ol m 0

For o # 0, equation 2.2.2 is a full rank least squares problem|2] that can be solved
by the normal equations from 2.1.5. This gives us

min

(2.2.2)

2

[FTal | [::I] m = [FTal ] [‘;] (2.2.3)

which can be written as
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(FTF 4+ o’ I)m = FTd (2.2.4)

This can be solved for different values of a. There are different ways of choosing the
optimal a. We do not go into this here.

Using the SVD formulation, [2| shows that the solution m, is unique and can be
expressed as

min(Ng,N) 9 Uuld
s g
m, = E 2 -ij R V. (2.2.5)
i=1 g

Here, all the singular values are included. The factors f; = 321% are called filter
factors, and determine the weighting of the singular values in the solution. We see
that bigger values , s; > « are weighted with f; ~ 1, while smaller values s; < « get
fi &= 0. The filter factors decrease monotonically for decreasing singular values s;.

Higher order Tikhonov regularization In the zeroth order Tikhonov regular-
ization we minimize a function containing the term |jmJ|3. This favors solutions where
both the data misfit and the norm of the model m is minimized. Sometimes we may
want to obtain solutions that minimize some other measure of m, such as the norm
of the first or second order derivative. In general, a matrix L is introduced in the
damped least squares problem.

min ||[Fm — d|j3 + o?||Lm]|3 (2.2.6)

For first order Tikhonov regularization L can be a finite difference approximation to
the first derivative. This would penalize solutions with high first derivatives, thus
picking solutions that are relatively flat. Using second order Tikhonov regularization
one may use a matrix L approximating the second derivative, thus favoring smooth
solutions.

2.3 Nonlinear inverse problems

Until now we have only considered linear inverse problems. When solving nonlinear
problems, we need other methods because the data are now related to the model
parameters through a nonlinear system of equations. We will start off by introduc-
ing Newtons method, which provides the foundation for solving nonlinear problems.
Then we will adapt the method so that we can solve nonlinear least squares problems
where we try to minimize the data mismatch.
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2.3.1 Newtons method

In Newtons method we look at a nonlinear system of n equations in n unknowns

F(x)=0 (2.3.1)

The idea is to start with a initial guess x° and compute a sequence of vectors,
x!, x% ... that will converge to a solution x* of (2.3.1). If F is continuously differ-

entiable, we can make a Taylor expansion of F about x”

F(x + Ax) ~ F(x°) + VF(x")Ax (2.3.2)

where VF(x") is the Jacobian of F evaluated at x° with matrix entries

(V}—‘(xo))..:g‘ﬂfﬂ2 (2.3.3)

v ox j

From (2.3.2) we can compute a new approximate solution by

F(x*) =0~ F(x% + VF(x")Ax (2.3.4)

with Ax = x* — x?. Solving this for the difference Ax gives

VF(x)Ax ~ —F(xY) (2.3.5)

Now the nonlinear system of equations is approximated with a linear system of equa-
tions. This can be solved using Gaussian elimination to produce the new vector
x! = x* + Ax. By performing this iteratively with the last solution as initial guess,

one computes a sequence of vectors until it converges to a solution with F(x) = 0.

Newtons method often works very well. The assumptions is that F(x) is continuously
differentiable about x* and that the matrix VF(x) is non singular. But if these
assumptions are not satisfied, or the initial guess x" is not sufficiently close to x*,
the method may converge very slowly or even fail.

We will now look at Newtons method for minimizing. We consider a scalar valued

function f(x) that we want to minimize. If f(x) is twice continuously differentiable,
a Taylor series expansion is as follows

f(xY + Ax) ~ f(x°) + Vf(x")Ax + %AXTVZf(XO)Ax (2.3.6)
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where Vf(xY) is the gradient of f at x° with vector entries

(VIx"), = 8";(;0) (23.7)

and V2 f(x") is the Hessian of f at x* with matrix entries

_0f(x)

i 8:51895]

(V2 f(x%), (2.3.8)

To find a solution x* that minimizes f(x) we demand that V f(x*) = 0. An approx-
imation of the gradient V f nearby x is

V(x4 Ax) = VF(x°) + V2f(x")Ax (2.3.9)

An approximate solution to V f(x? + Ax) = 0 is then

V2f(x%)Ax = —Vf(x") (2.3.10)

We see that Newtons method for minimizing f(x) is the same as equation (2.3.5)
applied to V f(x) = 0. We will now see how nonlinear least squares problems can be
solved using modified versions of Newtons minimization method.

2.3.2 Gauss-Newton and Levenberg-Marquardt methods

Consider now a general nonlinear inverse problem

F(m) =d (2.3.11)

In most problems there are not a equal number of data and parameters, and there may
not be an exact solution to F(m) = d. Next we use Newtons method to minimize
a nonlinear least squares problem. A vector d of Ny data is given, along with a
vector of the standard deviations o. The task is to find a solution m that minimizes
the residuals f;(m) = W in a 2-norm sense. Assume that the measurement
errors are normally distributed. As in equation (2.1.11), the maximum likelihood
principle tells us to minimize the sum of the squared errors divided by their standard
deviations. We try to minimize what we in nonlinear problems call the objective

function

f(m) = f: (F(m()j_dy (2.3.12)
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where we let

fi(m) = F(m;_d (2.3.13)
so that
Ny
f(m) =Y fi(m)® (2.3.14)
i=1

To find the gradient, we write it as the sum of the gradients of the individual terms

Vf(m) =V (fi(m)?) + -+ V (fy,(m)?) (2.3.15)

The j'th entry of the gradient contains all the first derivatives of f with respect to
the j'th parameter m;. Using the chain rule, we get

Nq
Vf(m); = 2V fi(m);F(m); (2.3.16)
i=1
where
fi(m)
F(m) = ; (2.3.17)
de ( )

In matrix notation this becomes

Vf(m) = 2J(m)? F(m) (2.3.18)
where J(m) is the Jacobian
9fim)  9fi(m)
omq ompy
J(m) = : : (2.3.19)
fng(m) — 9fn,(m)
omy ompy

We can also express the Hessian of f(m) in a similar way.

(2.3.20)
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where H'(m) is the Hessian of f;(m)?. Writing out the j, k element of H(m) would
give us

i PUim)?)

Jk = amjamk
= Tm] <2fi(m) (J;rglk )> (2.3.21)
_ ., (9fi(m) 9fi(m) 0 fi(m)
=2 ( omj;  Omy + film )Omjﬁmk>

Note here that the second term of the Hessian involves f;(m).

Using the Jacobian from above, V2 f(m) is

V2f(m) = 2J(m)'J(m) + Q(m) (2.3.22)

with

_22]2 )V2 fi(m) (2.3.23)

When minimizing f(m) it seems reasonable to expect that the terms f;(m) are small
as we get closer to the optimal solution m*. In the Gauss-Newton method (GN), the
last term of the Hessian is therefore ignored, and the Hessian is approximated by

V2f(m) ~ 2J(m)? I (m) (2.3.24)

The equations to be solved iteratively in the GN method is then given as

J(m"TI(m")Am = —J(m*)" F(m*) (2.3.25)
with Am = m**! —mF¥. This method often works well. However, it is based on New-
tons method, and therefore relies on similar assumptions. If the matrix J(m*)7J(m*)
is singular, the method may fail. Also, the approximation of the Hessian in GN will
not be valid if the terms f;(m) are large.

Another modification is introduced in the Levenberg-Marquardt (LM) method. Here,
a positive parameter A is adjusted during the iterations to ensure convergence when
solving the linear systems. The equations in LM are given by

(I TI(m") + \I)Am = —J(m*)T F(m*) (2.3.26)
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The AI term makes the matrix non singular and stabilizes the the solution of the linear
system in each iteration. It is not a form of regularization, since it only improves
the convergence of the algorithm solving the linear systems. One challenge is to
determine optimal values of A. For large values of A

J(m*)TI(m"*) + A\ ~ AT (2.3.27)

and .
Am = —XVf(m) (2.3.28)

The gradient points in the direction of largest growth, so this is a steepest-descent
step. The algorithm then moves a small step down-gradient to reduce f(m). This
gives slow but certain convergence.

For very small values of A, the LM method approaches the GN method. This can
provide potentially fast but uncertain convergence. A general strategy is to use small
A-values when the GN method works well, and change to larger values when the
convergence properties of the LM method is required.

Both the GN- and the LM-method are designed to find a minimum of the objective
function. When dealing with nonlinear inverse problems, there might be several
local or global minimum of the objective function, and we can not be certain that
the method converges to a global minimum. Different methods are developed to
deal with this issue. One approach is to use a multistart method|2]. Several initial
guesses are generated randomly, and the LM method is performed on each of these.
The resulting local minimum solutions are then compared, and the one with the
smallest value of f(m) is selected.

2.3.3 Summary Classical Approach

Before we go on with the Bayesian approach we summarize some of the theory of the
traditional approach to inverse problems.

For well-conditioned linear problems, with assumed independent and normally dis-
tributed data errors, the theory is well developed. Here the solution my, is given by
solving a least squares problem, minimizing the Lo-norm of the misfit, [|[Fm — d||2.

When the linear problem is ill-conditioned the set of solutions may become large and
diverse, and many of the models can be physically unreasonable. It is important
to understand that the ill-posedness is the nature of the problem itself and not the
solution procedure.

Producing a usable solution is possible by imposing additional constraints through
regularization. These techniques penalizes certain properties of the solutions, giving
a best pick from the solution set that fit the data sufficiently well. Regularization of
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a problem stabilizes the solution, but at the cost of model resolution and introducing
bias. We have to choose between a stable solution and fitting the data.

Both linear and nonlinear problems can be regularized. For solving linear problems
one might use the SVD ( singular value decomposition ) or the CGLS|2] ( conjugate
gradient least squares ) method. Nonlinear problems are more complicated to solve.
Methods like GN ( Gauss-Newton ) or LM ( Levenberg-Marquardt ) can be used to
find a minimum of the resulting nonlinear least square problem. However, there may
be several local minimum solutions for a nonlinear problem, and finding the global
minimum can be very hard. For more on inverse problems and solution methods, see

25, 2].

2.4 Bayesian approach

In the classical approach we assumed that there is one true model that we want to
find. Bayesian techniques use a totally different view based on probability theory.
We here consider a general inverse problem

F(m)=d (2.4.1)

We are still aware of that there are errors present, 1. We therefore write

d=F(m)+n (2.4.2)

The error may originate from modeling through F, from measurement errors in the
data or from both.

It is called Bayesian because the solution approach is based on Bayes Theorem, see the
Appendix (A.7). In the Bayesian approach the model is treated as a random variable,
and the solution itself is a probability distribution for the model parameters. Once
we have this probability distribution, we can use it to answer probabilistic questions
about the model, such as, “What is the probability that ms is less than 17”. With
the classical approach such questions do not make sense, since the model we try to
find is not assumed to be a random variable.

Another important difference from the classical approach is that in Bayesian theory
one can incorporate prior information or knowledge about the model using a prior
distribution. To make it easier to use in computations it is often assumed that the
distributions involved are Gaussian. Assuming that the prior is Gaussian distributed,
and therefore completely described by its mean m,,. and covariance C,,, we can write

p(m) o exp (—;(m—mpT)Tle(m—mpT)> (2.4.3)
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Given a model m, a likelihood function f(d | m) for the observed data can be defined.
If the modeling and measurement errors are assumed Gaussian and independent of
each other it can be shown|26| that the likelihood function can be written as

1
f(d | m) o exp <—2(F(m)—d)Tz—1(F(m)—d)> (2.4.4)
where the covariance matrix 3 combines the modeling and the measurement errors.
We used a similar formulation in the maximum likelihood estimation section 2.1.2.
But then prior information about m was ignored. If such a prior is available, Bayesian
theory can be used to incorporate the information into the solution.

In a Bayesian framework the solution to the inverse problem is given by the posterior
distribution, which takes into account both the likelihood function for the data and
the prior. The collected data is combined with the prior trough Bayes Theorem to
produce the posterior distribution for the model parameters. The prior distribution
is here denoted by p(m) and the likelihood by f(d | m). The latter is the probability
that, given a model m, the data d will be observed. It is assumed that this conditional
distribution can be computed. The posterior distribution for the model, given the

data is
f(d | m)p(m)
fallmodels f(d ’ m)p(l’l’l)dm

q(m|d) = (2.4.5)

The denominator here scales the posterior distribution ¢(m |d) so that its integral
equals 1, integrating over all the data

/ F(d)dd = / ] m)p(m)m (2.4.6)

with p(m) being the prior. The integrals in the denominator may be very hard to
compute, but it is not always necessary to do. Often we just write

q(m | d) o« f(d | m)p(m) (2.4.7)

If the distributions are Gaussian, and the errors are independent and normally dis-
tributed, then the posterior is Gaussian as well and can be written as

g(m | d) < exp <—;(F(m)—d)T21(F(m)—d) — ;(m—mpT)Tle(m—mpr)>

— cap (~O(m))
(2.4.8)

where O(m) is the objective function

O(m) = 3 (F(m)~d)" S (F(m)—d) + 5 (m-my,) C;/ (m-m,,)  (249)
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A highly likely model m will give high values for the posterior distribution. In the
same way it will give low values in the objective function. The model with the
largest value of ¢(m | d) is referred to as the maximum a posteriori (MAP) model.
This MAP model then also minimizes the objective function given in (2.4.9). In cases
where we want to single out one model to be the answer we may use the MAP model.
An alternative would be to use the mean of the posterior distribution. The MAP
model and the posterior mean model are identical when the posterior distribution is
Gaussian.

For a linear inverse problem, Fm = d, if both the prior and likelihood are Gaussian,
it can be shown[12| that the posterior is Gaussian with mean value

my4p = my, + C, FT (FC,,F + ¥)"}(d — Fm,,) (2.4.10)

and covariance

Curap = Cp — C ., FT(FC,, FT + )" 'FC,, (2.4.11)

where F' is the linear operator.

When the forward model is nonlinear, it cannot longer be assumed that the posterior
distribution is Gaussian. [t may be the case that the posterior distribution has
multiple modes, leading to multiple models m with high probabilities. This means
that the corresponding objective function may have multiple local or global minima.

One way to explore the posterior distribution is by sampling. Sampling is done by
randomly drawing(A.6) a large number of realizations from the appropriate distri-
bution to form a suite or ensemble of realizations, or samples . These realizations
are then used to represent an approximation to the posterior distribution. There are
several different sampling techniques, but we do only mention one of them here, the
Randomized Maximum Likelihood, RML. The reader may refer to [24, 22| for more
on sampling methods.

2.4.1 Randomized Maximum Likelihood

If the prior covariance of the model parameters, C,,, and the data error covariance
3 are known, then samples from the posterior distribution can be generated by the
RML. To sample the posterior distribution ¢(m | d) we want to find a model m, that
minimizes the objective function (2.4.9) for sampled values from the prior distribution
p(m) and the data likelihood distribution f(d | m). First, instead of using my, in
(2.4.9), we generate a sample m,,, from p(m) that is not conditioned to the data.
Then a sample dy. from f(d | m) with added measurement errors is generated. Do
as follows
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1. Generate an unconditional sample m,. ~ N (my,, Cy,) from the prior distribu-
tion

2. Generate an unconditional sample d,. ~ N(d,X) from the data likelihood
distribution

3. Find the conditional sample model m, that minimizes
1 _ 1 _
O(m) = 5(F(m)—duc)TE YF(m)—d,.) + §(m—muc)Tle(m—muc)
(2.4.12)

This produces a single sample model from the posterior distribution. To generate
additional samples, repeat the process with different sets of (my,, dyc).

For linear problems, RML samples correctly when errors are added to the data as in
step 2[22].

If the problem is nonlinear, then RML is an approximate sampling method. In the
nonlinear case, the minimization process in step 3 has to be performed by an iterative
minimization method.

2.5 History Matching; A Nonlinear Inverse Problem in
Reservoir Engineering

We have now introduced inverse problems and seen that they can be solved by a
classical approach, or within a Bayesian framework. From classical theory we arrive
at an objective function with no prior included. The Bayesian formulation of the
inverse problem however, includes the prior distribution for the parameters.

We now look briefly at a well known inverse problem in reservoir engineering, namely
history matching. The task is to update the parameters and state variables of the
reservoir model, based on data that are available. For illustrative purposes we shortly
mention the reservoir model and write up a general version of the governing flow
equations. For more on the subject we refer to [3, 16, 22].

2.5.1 The reservoir model and flow equations

The reservoir model is an approximation of the reservoir itself. It is discretized in
space and may consist of several hundred thousand cells or grid blocks. Each cell
is assigned with values for the different static properties, or parameters. Two of
the most important parameters are permeability and porosity. Permeability is the
inverse of flow resistance, and describes how easily fluids can flow through the porous
medium. It is defined through Darcy’s law, see (2.5.2), and must be determined
experimentally. Porosity is the percentage of the rock volume that can be filled with
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fluids, and is therefore the storage capacity of the porous medium. It is defined as the
volume of the connected pore space V,, divided by the total volume V' of the porous
medium

¢ = % (2.5.1)

Most petroleum reservoirs are buried deep underground, making direct assessment
of the reservoir properties difficult. Before production starts, we may have sparsely
distributed local point measurements, such as core plugs and well log data from the
wells. Additionally, we may have spatially distributed, but rather imprecise data

from seismic surveys. Thus, the properties of the reservoir are associated with high
uncertainties.

To compute the state variables; fluid pressures and saturations, fundamental flow
equations are applied to each of the cells in the reservoir model.

The fluid flow in the reservoir can be described by Darcy’s law and the principle
of mass conservation. Darcy’s law is an empirical equation, relating the filtration
velocity, or Darcy velocity u to the pressure gradient Vp, and can be written for
one-phase flow as

u= —iK (Vp — pg) . (2.5.2)

In (2.5.2), p and p is the viscosity and the density of the fluid respectively, and
g is the gravitational acceleration. K is the absolute permeability of the porous
medium. In general, permeability may vary in direction and in space for a anisotropic
and heterogeneous medium. Permeability is therefore represented by a second order
tensor. In most practical applications, K is assumed to be diagonal [3]

Ky (x)
K= Ky (x) . (2.5.3)

Darcy’s law can be extended for multiphase flow. With several phases present, we
define the saturation S; and effective permeability K; for each phase nr. ¢
Vi

Si=—, Ki=k ;K 5.
v , (2.5.4)

fori=1,...n.

Here V), is the pore volume, V; is the volume occupied by phase nr. i, K is the
absolute permeability of the porous medium and £, ; is the relative permeability of
phase nr. ¢. The relative permeability k,; depends non linearly on the saturation .S;,
and is therefore usually denoted as &, ;(.S;).

It is assumed that the pores of the medium are completely filled with fluids, i.e.

n

> Si=1 (2.5.5)

=1
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The Darcy velocities for each phase is then

kri(Si)
—————K(Vpi —pi
M (Vpi =~ pig) (2.5.6)

= - ANK (Vp; — pig)

kri(S;)

with the mobility for each phase defined as \; = ™

Using conservation of mass on each of the phases we can write[16]

2005 9 (o) = G (2.5.7)

where ¢ is the porosity and ¢p;5; is the mass of phase nr. ¢ relative to the volume
of the cell. G; is the source term for phase i. G is positive in the case of an injection
well and negative in case of a production well. Without any sources or sinks, then
G=0.

Combining (2.5.6) and (2.5.7) produces a system of second order partial differential
equations

W =V (pi MK (Vpi - pig))) = Gi. (2.5.8)

Together with (2.5.5), state equations p;(p;) and u;(p;), relative permeability curves
kri(S;) and capillary pressure relations between the phase pressures p;, this makes
a complete system of equations. The relations for capillary pressure P. are usually
empirical.

Given specified initial and boundary conditions this can in theory be solved for the
dynamic variables p; and S;. However, the equations constituting the mathematical
model of the reservoir are almost always too complex to be solved analytically. In-
stead, they must be approximated by e.g. a finite difference formulation[3] to form a
numerical model.

In reservoir simulation, the flow equations (here illustrated by (2.5.8)) are solved
numerically by a reservoir flow simulator. It is assumed that the initial reservoir
conditions are known. This is defined by the dynamic state variables, pressure and
saturation of the different fluid phases, as well as the initial fluid contacts between
water and oil (WOC) and between gas and oil (GOC).

The simulator takes the current reservoir state and the recovery strategy for the wells
as input, and provides us with the computed state variables for all cells, as well as
simulated data. The simulated data is typically bottom hole pressure in the wells,
water cut, gas-oil ratio and total oil production over time.
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2.5.2 History matching

To make good future predictions of the reservoir performance, it is important to quan-
tify the reservoir properties. If the properties where known exactly we would expect
that the observed data could be reproduced by running the simulator. Therefore it
seems reasonable to condition the reservoir model to the observed data.

Originally, the history matching was done manually, by adjusting the parameters of
the model and rerun the simulator from start to check if the history match improved.
This work relied mainly on the experience of the reservoir engineer and only one or
two parameters were changed at the same time. Normally one waited several years
after production start, and performed the history matching on a campaign basis.

Automatic history matching has been subject to extensive research. Typically, one
attempts to minimize the square of the mismatch between all computed data and
observed data, and/or the square of the mismatch between the current model pa-
rameters and the prior model parameters, see (2.4.9). There are developed many
minimization algorithms to optimize the objective function. Traditional methods are
gradient-based methods where the gradient of the objective function is calculated,
as well as the optimal length of the search step. Such methods include the Gauss-
Newton and Levenberg-Marquardt methods, along with more sophisticated ones.

Automatic history matching is performed in a loop.

1. simulate the entire history matching period

2. minimize the objective function and evaluate it

(a) if not satisfactory match is reached, return to 1.

(b) if satisfactory match is reached, end loop

The normal procedure is to incorporate or assimilate the data simultaneously, in-
stead of sequentially. This means that data are assimilated all at once, with regular
intervals, rather than only assimilating the newest data as soon as they arrive. It
also means that the simulator is run for the entire production history every time.
Waiting a long time between each history matching, implies that the model is not
consistent with the newest data. This may affect the quality of the predictions from
the model.

Reasons for not assimilating data sequentially as they arrive is typically the large
computationally effort involved when very large matrices has to be updated every
time new data are incorporated. Performing the data assimilation sequentially would
then require a considerable amount of work every time new data arrived, instead of
history matching the data in batch.

EnKF is a promising method for performing the history matching sequentially. The
fact that the covariance matrix never has to be computed explicitly makes the method
feasible for sequential assimilation.
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In the next chapter, we revisit the Bayesian formulation of the inverse problem, and
see how the solution can be computed sequentially, which is done in the EnKF.



Chapter 3

Sequential data assimilation

EnKF is a sequential data assimilation method that can be used to update both the
static parameters and the dynamic state variables of a system. [t was originally used
for updating only the state variables, but is now also used to update the combined
problem. We present the EnKF at the end of this chapter. First we take a look at
the combined parameter and state estimation problem, and how the Bayes theorem
formulation of the inverse problem can be reformulated into a sequential form. Then
we present the Kalman Filter for linear systems, which lays the foundation for EnKF.
We also mention the Extended Kalman Filter.

3.1 Combined parameter and state estimation problem

The inverse problem can consist of estimating either the dynamical state variables or
the static parameters of the system, or both. In some applications, only the dynamic
variables are estimated, such as in weather forecasting. In other cases, the static
parameters are estimated, and then used to compute the dynamic variables.

Following [7, 24] we now redefine the Bayesian formulation of the inverse problem to
also involve the combined parameter and state estimation problem.

Let the augmented state vector y(x,t) = [u(x,t), m(x)]” contain the dynamical
state variables u(x,t) and the static parameters m(x). The static parameters are
assumed to be constant in time. A joint prior probability distribution f(y) can be
defined for the unknown parameters and state variables where

f(y) = f(u[m)f(m) (3.1.1)

Here f(m) is the prior for the parameters and f(u | m) symbolizes that the dynamic
variables are calculated when running the forward problem, given the parameters m.

Going back to Bayes theorem in (2.4.7) we write
q(y [d) o< f(d | y)f(y) (3.1.2)

with f(d | y) being the likelihood distribution for the data.

25
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3.1.1 Sequential formulation

We let the model state be discretized in time, t =0, 1,...k so that y;(x) = y(x,t;).
yo represents the specified initial conditions of the system. Instead of f(y) we write
f(¥k,---¥1,y0) and use the notation f(yx.o) for this. Written out as

f(¥ro0) = f(ug,...u;,up, m)

= f(ug1 | ug,m)f(ug)f(m) (3.1.3)

we see that this means the distribution for the state variables at all the discrete set
of times given the static parameters and the initial conditions. From now on we only
use the notation y and refer to this as the model state for the rest of this subsection.

Now assume that we have available data d; at the same discrete set of times as the
model state. Evensen showed in [5| that the general expression in (3.1.2) can be
formulated in a sequential form

q(yko | dg:1) o f(dg [ Yr:0) f(Yk | Yi—1:0)f(Yr—1:0 | di—1:1) (3.1.4)

If the model state at time k only depends on the model state at the previous time
k — 1 it is called a first order Markov process. Propagating the model state forward
in time from k — 1 to k is then written as f(yx | yx—1). Assuming this, and also that
the measurement errors are uncorrelated and that the data set d; only depends on
the corresponding model state y;, we can write this as

q(Yro0 | A1) o< f(di | yu) f (e | ye—1)f(Yr-1.0 | dr—1:1) (3.1.5)

This is the solution for all the model states yx.g, updated with the data, for the
time interval ¢ € [0, k]. It is called a smoother solution. It involves the state models
defined from the initial time to the current update time. This way the variables
are updated backwards in time. The first factor on the right side is the likelihood
function. As mentioned, the second factor corresponds to propagating the solution
forward in time, and the last factor is the posterior distribution from time k£ — 1.
Data can then be assimilated sequentially when they are available.

The filter solution arises when we want to evaluate only the current state at time k
of the system, and is given by

q(yk | dg:1) o< f(di | yi)f(yr | di—1:1) (3.1.6)

This is a special case of the smoother solution, where the updates at previous times
are left out. The filter equation can be derived by integrating over the solutions

yk—1:0[24]'

Given the data dg.;, we are often interested in estimating the current model state
Y. Smoothing and prediction of y; may also be done. We mention
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e Filter solution; q(yx | dg:.1)
e Smoother solution; q(yx | d;.1) with [ > &

e Predicter solution; ¢(yy | dj.1) with j <k

Thus, smoothing is estimating past states given past and present data, while predic-
tion is the estimation of future states given past and present data.

From now on we focus on the filter solutions. We introduce the different Kalman
filters. In the following we refer to the prior distribution as the forecasted estimate
y£, and to the posterior distribution as the analyzed estimate yj.

3.2 Linear models - Kalman Filter

The Kalman Filter (KF)[13] is a data assimilating algorithm solving the Bayesian
estimation update problem for systems with linear dynamics and assumed Gaussian
distributions. It uses prior information about a linear system combined with mea-
surements containing noise to produce the best estimate of the state of the system.

The method consists of two steps. The first is the forecast step where both the model
and the model covariance is computed for the next time step k, given the analyzed
estimate at the previous time step k — 1. Also, the superscripts f and a denotes
“forecasted” and “analyzed” respectively.

Forecast step

yi = Ayi_, + Wi (3.2.1)

This is the forward evolution in time of the state variables y by the linear relationship
given by A. The modeling error wi_; is assumed to be independent in time and

Gaussian distributed with zero mean and covariance j_1, thus we write wg_1 ~

N(0,9)_1). Since the two states are linear related we express the covariance of y,{

as

Cl = AC;_ AT + Q1. (3.2.2)

The result in (3.2.2) is shown in (A.4).

The measurements at time k are linearly related to the state vector through

dj, = Hyy! + vy (3.2.3)
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where H is the observation matrix and viis the measurement error which is assumed
to be independent in time and Gaussian distributed with zero mean and covariance
k. vi ~ N(0,3y). Together with the Gaussian prior and assuming that yj only
depends on yi_1, this is enough to make the posterior distribution Gaussian as well.
The model is advanced forward in time to the next step where we have available
measurements. In the analysis step the observed data are assimilated and a new
weighted estimate based on the uncertainties is made. The new estimate is made
through the Kalman Gain matrix Kj such that the posterior error covariance is
minimized[19].

Analysis step
i =y} + Ki(dp — Hyy]) (3.2.4)
where the Kalman Gain is given by
K = C/H} (H,C/H] + ;)7 (3.2.5)

We see that the filter expresses the posterior estimate as the the prior estimate
adjusted by the K-weighted deviation of the measured data from the predicted data.

To find the posterior error covariance Cj, we want to see how yj is distributed.
Writing equation (3.2.4) as
yi = (I - K Hy)y] + Kpdy, (3.2.6)

we see that y} is distributed as

yi~ N ((1 — Ky Hy)y! + Kidy, (T— KpH)CL(I - K Hy)” + Kksz{)

(3.2.7)
The covariance here can be simplified to
a _ f T T
= I KyH)Cp (I - K Hy)" + K 3K
= C] - KH,C] - C[HI K] + K, H,C[H] K] + K, S K] (328

= ¢/ - K H,C! - ¢/HI K] + K,(H,.C/H] + =,)K]

where we insert the definition of the Kalman Gain in the fourth term of the last line
to get
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= ¢/ -k H,C! - c/HI K] + c/Hl (H,C/H] + =)' (H,C/H] + Z)K]
= ¢/ - K, H,C] - ¢/HIK! + c/HIK}

¢ = (I- KyHy)C]
(3.2.9)

See equation (2.4.11) together with (3.2.5) for comparison.

Equation(3.2.6) shows that the analysis step can be interpreted as an interpolation
between the data and the forecasted state vector with the weights effected trough
the respective uncertainties in the Kalman Gain matrix, K.

We summarize the Kalman Filter forecast and analysis equations

vl = Ayi_ + Wi

C/ = AC{ AT+,

K, = C/H] (H,C/H] + ;)" (3.2.10)
yi =yl + Kp(dy — Hyy])

Cf, = (1 - KyHy)Cf

3.2.1 Nonlinear models - Extended Kalman Filter

The Kalman Filter only applies to linear models. If the problem is nonlinear, then
the state variables y;. and measurements d; at time & must be written as

Vi = F(yr—1, Wi_1)

(3.2.11)
di = h(yx, vi)

where F and h now are nonlinear functions with w;_; as the modeling error and vy,
as the measurement error.

One method which is developed to solve nonlinear updating problems is the Extended
Kalman Filter (EKF). It linearizes about the current mean and covariance using
partial derivatives of the process and the measurement function. The function F
computes the new forecasted state estimate from the previous analyzed estimate,
and the measurement function h computes the predicted measurements from the
forecast. Since the true noise is not known, the forecast for the state vector and
measurements are approximated by using zero noise

Vi ~ F(yr—1,0)

(3.2.12)
dk ~ h(yk, 0)
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F and h are not applied to the covariance directly. Instead, a matrix of partial
derivatives; the Jacobian, is computed.

Here A and W are the Jacobi matrices containing the partial derivatives of F with
respect to y and w respectively evaluated at the previous analyzed state and approx-
imated zero noise,

. OF(@), 4
A(i,j) = 3y (j) (¥#-1,0) (32.13)
W(iLi) = poo h (3 1.0)

and H and V are the Jacobi matrices with the partial derivatives of h with respect
to y and v respectively evaluated at the current forecasted state and approximated
Z€ero noise.

H(i,j) = 27— (vl 1,0
: (3.2.14)
Viig) = 2Dyl 10
L,7) = S \Ye—1s
av(j) "
The forecast and analysis equations for the EKF is as follows
Forecast equations
Y£ = F(Y%—l, 0)
(3.2.15)

Cl = A, Ci_ AT + W0, W

Analysis equations

K, = C/H] H,C/H] + v, =, vI)!
yi =yl + Ki(d, — h(y],0) (3.2.16)
p=1- Kka>C£

In many cases the EKF can give reasonable results as long as the nonentities of the
dynamical system not are to severe. Also the EKF has problems handling systems
with too many variables due to the computation and storage of very big matrices.
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3.3 Ensemble Kalman Filter

The Ensemble Kalman Filter (EnKF) was developed to address high dimensional
problems with nonlinear models[5]. It was originally used to update the dynam-
ical variables of an oceanic weather system. The first appearance of EnKF in the
petroleum industry was presented in[17]. A broad overview of the EnKF in petroleum
engineering can be found in[1].

3.3.1 Formulation

In the EnKF, one generates an initial ensemble of state vectors and runs each of the
members forward in time. It is assumed that the mean and covariance are sufficient
to describe the involved distributions, i.e that they are Gaussian. The statistics of
the system, i.e the mean and the covariance, are approximated from the ensemble
itself and are used in the following assimilation. The use of an ensemble avoids the
computation of the real covariance matrix.

The method was originally designed to update only the dynamical variables of a
system. In reservoir engineering, it has been used to update both static and dynamic
parameters of the system. Typically, the state vector y; contains both the static
parameters m € R¥mand the dynamic variables u;, € RV« as well as the simulated
data hy € RNd

m
yi= | u | € RNmHNutNa (3.3.1)
hy,

where hy gives the generally nonlinear relationship between the variables and the
predicted data at time k

The observed data dj is interpreted as the predicted data with added measurement
errors v ~ N (0, Xy)
di = hy + vi (333)

Because the augmented state vector contains the predicted data, we have the linear
relationship
di. = Hpyr + vi (3.34)

where Hy is a matrix of zeros and ones. The linear relationship between the state
vector and the data is achieved by adding the predicted data to form an augmented
state vector containing the parameters, state variables and predicted data.
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For the state vector we use the index ¢ for the different ensemble members, and the
total number of ensemble members is called N,.

The initial ensemble is generated by specifying an initial ensemble mean, y{j, and an
initial covariance matrix Cy. The members are drawn randomly assuming a Gaussian

distribution, (see (A.6))

Yo, =¥6 + Wo,i (3.3.5)

where Wo,; ~ N(O, Co)

When the state vectors are propagated forward in time, the static parameters are
kept constant, while the simulated data are computed using the latest state variables

of.

This gives the forecasted state vector at time k

my ; my_g;
ylj;i = F(yz—l,i) = uﬁ,i = Fk(uZ—ua mz—u) (3.3.6)
hg,i hk(uﬁ,w my_y ;)

where i = 1...N,.

To compute the statistics from the ensemble we approximate the true state by the
mean of the forecasted ensemble members

vi (3.3.7)

The sample covariance matrix éi is also computed from the ensemble. The sample
covariance matrix is defined as

N,
~ 1 € _ ~
Cf = > vl Dl D" (333)

The left factor of C£ can be written as

1 B _
Ll = ———I[(l, - 5D (vl n — ¥ (3.3.9)
N, —1

and the sample covariance matrix may be written as



3.3 Ensemble Kalman Filter 33

Cl = Ly(Ly)" (3.3.10)

The full C-matrix as defined in (3.3.10) never has to be computed explicitly during
the analysis. Note that the rank of C, i.e the minimum number of independent rows
or columns, cannot be greater than N, — 1 and is therefore limited by the size of the
ensemble.

When new observations dj, € RMeX1 are available at time step k, we have to treat
them as random variables as well. If not, it has been shown that we get too low
variance in our estimate[4].

Perturbed observations are generated using the actual measurements as reference

measurements and adding errors from the same distribution as the measurement
error.

dp;, =dp +vi (3.3.11)

where v, ; ~ N(0,3})

The analysis step is then carried out using the Kalman Filter equations, but with
one update for each of the N, ensemble members and the real covariance matrix C£

replaced by the sample covariance matrix Cg

Yii = i+ Ki(des — Hiyl ) (3.3.12)

where
K, = C/H! (H,C/H] + 2,)7! (3.3.13)

The analyzed estimate is the mean of the analyzed ensemble members, given as

vt = yi + Ki(de — Hyy]) (3.3.14)

In the analysis step, both the static and dynamic variables are updated.

The analyzed covariance matrix is given along the same lines as (3.3.8). If N, — oo
and the distributions of the forecast and observation ensembles are independent,
then the expression for éi reduces to (3.2.8) equal to the Kalman Filter[1]. Since
the number of ensemble members N, is restricted to the order of tens or hundreds,
this results in sampling errors making é% # Cf.
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We summarize the EnKF equations

1 Ne Ne
f_ fo_
Y. = N;yk’i = N;F(YI%LJ
~ 1 Ne
Cl= 72 0l — vt —vD)"
€ i=1
K = C/H] (H,C/H] + ;)" (3.3.15)
N,
_ 1 _ = _
Vi = FZ}% =y} + Ki(dy — Hyy])
€i=1
1 &
Ci = — (Yii = Ye)(Yii — yi"
N — 14

3.3.2 Practical Implementation

We mentioned that the full covariance matrix never has to be formed explicitly when
performing the update in the analysis step. This allows for efficient numerical imple-
mentation of the method. We also point out how the EnKF analyzed estimate can
be interpreted as a linear combination of the forecasted ensemble.

Here we skip the time index k, since all variables refer to the same update time.
Following [7] we start with defining the matrix Y/ which contains the ensemble of

the forecasted state vectors ylf € RV as its columns

Y/ = (y{,yg,---,yfve> € RNVxNe (3.3.16)

The mean of the forecasted ensemble is stored in all columns of the matrix

Y/ =vY/1y, (3.3.17)

where 1y, € RYe*Ne ig a matrix with all entries equal to 1/N.. We then define AY
as the ensemble perturbation matrix

AY =Y/ -/

3.3.18
=Y/ (I-1p) ( )
The ensemble approximation to the covariance matrix is then written as
- AY/(AYHT
Cc/ = (—) (3.3.19)

N, —1

This is consistent with the equations (3.3.8)-(3.3.10).
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We also define the matrix D containing the perturbed data vectors d; € RNV¢X! from
(3.3.11) as
D = (dy,dy,...,dy,) € RNaxNe (3.3.20)

An ensemble representation of the measurement error covariance matrix is defined
from the perturbations v; as

= EE”
Y= 3.3.21
N, 1 ( )
where E is the ensemble of added data perturbations
E = (vi,vo,...,vy,) € RNaxNe (3.3.22)
With these ensemble matrices we write the analysis step (3.3.12) as
Y=Y/ + CHT(HCHT + ) (D - HY) (3.3.23)

Here we can use the exact measurement error covariance matrix 3, as well as the
ensemble approximation 3 defined above.

Using the definitions of the ensemble error covariance matrices (3.3.19) and (3.3.21),
we express the analysis step as

Y =Y + AY(AYHTHTHAY (AYH)THT + EET) (D — HY') (3.3.24)

In this formulation, the covariance matrices are not computed explicitly.

We now introduce some matrices to write the analysis in a simpler form. Let S €
RNaxNe 1

S =HAY/, (3.3.25)
the matrix C € RNaxNd
C=88"+(N. - 13, (3.3.26)
and the matrix AD e RNaxNe
AD =D - HY/ (3.3.27)

Then (3.3.24) is given as

Y=Y/ +AY/STC'AD
=Y/ +Y/(1-15)8TC1AD
=Y/ (I1+(I-1y,)8TC!AD) (3.3.28)
=Y/ (1+sTc!AD)
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where 1587 = 0. The matrix X € RVexNe js defined as

X =I+STc™'AD (3.3.29)

When the EnKF analysis is formulated as

Y =Y/X (3.3.30)

we see that the analyzed ensemble Y% must be a linear combination of the forecasted
ensemble. Thus, the solution is searched for in the space spanned by the ensemble
members. The fact that NV, typically is much smaller than the number of variables N
in the state vector makes the generation of the initial ensemble an important issue.
We want the distribution of the initial ensemble members to properly describe the
uncertainty in the initial state, so that they span the space where the solution is.

3.3.3 Challenges with EnKF

Main advantages with the EnKF is that it is computationally efficient, fairly easy
to implement, and the ability to approximate the covariance matrix without having
to evolve it in time and store it. This makes it possible to efficiently update a large
number of variables for nonlinear systems.

However, the fact that the covariance is approximated with C from a relatively small
sized ensemble (IV,), leads to several issues. This could of course be solved by using
a larger ensemble, but efficiency demands the ensemble size to be reduced as much
as possible. Also, assimilating a large number of measurements (IV;), at the same
time is problematic in the basic EnKF algorithm. This is closely related to the size
of the ensemble N,.

Other main challenges are problems with non-Gaussian distributions, strong non-
linearities in the forward model and the application to large-scale field models, but
we do not focus on this here.

Limited ensemble size As mentioned, the solution of the analysis step is confined
to a smaller space spanned by the ensemble members, rather than the much bigger
state space.

We also mentioned that a limited N, results in sampling errors for C. These spuri-
ous correlations may cause updating of variables in regions of no real influence. In
particular, it is observed that observations affect variables far away from the mea-
surement location in a too large degree. A spurious correlation between a predicted
measurement and a variable leads to an artificial update of this variable for each of
the ensemble members. This reduces the variance, leading to an updated ensemble
variance which is underestimated. If the ensemble variance of the variables is under-
estimated, the filter “believes” that it performs better that it actually does, and the
filter may eventually diverge.
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Large number of data When assimilating a large number of data, Ny, at the
same time, as for seismic data or 4D seismic data, two major problems may occur.
The inversion of the Ng x Ngz-matrix HkC£Hg + 3 from the Kalman Gain may be
computationally much more demanding, requiring an efficient analysis scheme. In
addition, since each analyzed ensemble member have to be a linear combination of
the initial ensemble, it may be impossible to match large sets of data where Ny > N,.
Such a scheme to handle this is proposed in [6, 24].

The most common techniques for dealing with small ensembles and large amount of
data are localization methods; covariance localization and local analysis.

Covariance localization To reduce the effects of spurious correlations, C can
be multiplied element-wise by a compactly supported positive definite matrix to
produce a localized covariance. The properties of this multiplication ensures that
the covariance matrix achieves full rank[11, 9]. The most basic form of covariance
localization simply uses a cut-off radius. This way only model parameters within
a given distance of the observation will be updated, thus removing the long range
correlations. Other approaches uses different correlation functions to compute the
localized covariance.

Covariance localization is used in [11, 9, 20]. In [9], it is also used a technique called
variance inflation to deal with the potentially underestimated variance.

Local analysis To avoid the problems associated with large data sets, one may
assume that only measurements close to a grid cell, or grid point, should impact
the analysis in that point. Then the analysis can be computed locally, grid point by
grid point. In each local analysis, only measurements which are within some specified
neighborhood are used in the update. The neighborhood should be defined big enough
to include all relevant measurements, but small enough to keep the number of local
measurements low, and also eliminate spurious correlations.

Performing the analysis locally implies that a small model state is now solved in a
relatively large ensemble space. Also, the variables are now allowed to be updated
by different linear combinations of the fore casted ensemble members, thus making
it easier to obtain solutions that match a large data set.

It must be mentioned that the methods used for dealing with these issues creates an
additional amount of work, and that it may not be straightforward to decide how to
define “closeness” through local neighborhoods and different correlation functions.

3.3.3.1 Focus in this thesis

In this thesis, the focus lies on the errors made by approximating the covariance
with the sample covariance, and how the error depends on increasing the number of
measurements.
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It is motivated by the recent work of Kovalenko et. al [14, 15]. Here, the distribution
of the norm of the sampling error at one single analysis step is derived. Assump-
tions of a Gaussian distributed forecast ensemble together with zero measurement
errors, 3 = 0, are made. The analytical distribution and the parameters affecting
it were studied through numerical experiments. The authors found that increasing
the number of measurements led to an increase in the sampling error norm, even
when the (positive) difference N, — Ny was held constant. They also found that
spread measurement layouts gave a smaller sampling error norm than dense mea-
surement layouts: As expected, increasing the ensemble size led to a smaller norm of
the sampling error.

It could be interesting to look at the norm of the sampling error in the analysis step,
with the assumption of zero measurement errors relaxed. To do this we try a different
approach by using approximate calculations.

In the next chapter we introduce the ideas behind approximate calculations in general
before we proceed to the analysis step in the EnKF.
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Chapter 4

Approximation Theory

In this chapter we define some notation and useful tools like Neumann Series to
perform order of magnitude calculations. In the next chapter we use approximate
calculations to look at the analysis step in the EnKF.

4.1 Perturbation Theory

Very often, a mathematical problem cannot be solved exactly or, if the exact solution
is available, it exhibits such an intricate dependency in the parameters that it is hard
to use as such. It may be the case, however, that a parameter can be identified, say
€, such that the solution is available and reasonably simple for e = 0 . Then, one may
wonder how this solution is altered for non-zero, but small e. Perturbation theory
gives a systematic answer to this question. First, we define some notation to keep
track of orders of magnitude.

Big-O Notation We write f(e) = O(u(e)) as € — 0 if there exists a positive
constant K such that

| fle) |< K | ue) | (4.1.1)

whenever ¢ is sufficiently close to 0.

For example, sin(e) = O(e) as € — 0 because | sin(e) | <| € | when € approaches zero.

41
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Example We now look at a simple example to show the basic idea in perturbation
theory. Consider the quadratic equation

*—1=ex (4.1.2)

which we easily can confirm have the two roots

11 =/1+/a+¢/2
xo = —/1+€/a+¢/2

Imagine now that we did not know how to solve this equation analytically, but we
recognized that the simpler form z? — 1 = 0, with € = 0, would give us the roots
x12 = £1. If € is small, the real solution may not deviate far from this simpler one.
Assuming that we can write the solution(s) = as

(4.1.3)

=X+ eX| +EXo 4+ O()) (4.1.4)

for Xo, X1, X2 to be determined. This can be done by substituting for x into the
original equation written as 2 —1—ex = 0, expanding the left hand side and collecting
the terms in orders of €, giving

X2 —1+e2X0X1 — Xo) + (X +2X0Xo — X1)+0(3) =0 (4.1.5)

Equating the successive terms of this series to zero

O :Xg-1=0 (4.1.6)
O(eh) 22X X, — Xo = (4.1.7)
O(e?) : X7 +2X0Xy — X1 =0 (4.1.8)
o) :--- (4.1.9)

and solving for Xy, X1, X5 gives

= € 62 3
z1=1+¢2+¢/84+O(€) (4.1.10)
Ty = —1+¢/2— /s + O()
Since Xg — 1 has two roots we get to different solutions. This is actually the Taylor
series expansion of x in terms of e. This one consists of the simple solution of
2?2 —1 = 0 and two correction terms for the small perturbation. For small €, these
roots are well approximated by the first few terms of their Taylor series expansion.
The truncated Taylor series here is called a second order correction to the solution,
and is valid only for small values of e.

We use this idea to approximate the Kalman Gain matrix by expressing it as a
truncated series in some small parameter e.
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4.2 Neumann Series

1

The inverse of the expression (I — A)™" can be written as an infinite series,

1= iA" (4.2.1)
n=0

provided that ||A|| < 1. This is the generalization of the well known scalar geometric
o0
series where 1/1—z = Zm” it z < 1. A proof of this result can be found in the

n=0
Appendix, (A.8).

This way, the inverse of a sum of two matrices can be expanded into a Neumann
Series. To invert the sum (A + B)~! we can write

(A+B)"' = (I-(-BAT)A)™

(I-(-BATY) !

By

A7 [I-BA™' 4+ (BAT!)? — . ]

A
A (4.2.2)

as long as |[BA™!|| < 1. This holds given that ||A|| > ||BJ. If we have the opposite
situation, i.e ||A] < ||BJ|, we just factor out B instead giving

(A+B)" = (1-(-AB7))B)”!
B~!(I~(-AB™)"!

o0

> (-AB™)

n=0
=B'[I-AB™'+ (AB71)* — .. ]

- (4.2.3)

where now ||[AB™!|| < 1.

The sum we want to invert in our case is the one appearing in the Kalman Gain matrix
from the analysis step in the Kalman Filter, namely (HCfHT + X)~!. Depending
upon whether we have dominating measurement errors or model errors, we will ex-
press the inverse of the sum as a truncated Neumann Series so that |[BA™!|| < 1 or
|AB™!|| < 1 is ensured.

The inverted matrix can be expressed by power series in a small parameter €, such
that it may be written as

I = f: T, (4.2.4)

n=0
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where each matrix T',, has elements defined by the coefficients of €* in the power
series representing the corresponding elements in I'.  Alternatively, it could have
been expressed as

[o.¢]
r=>T, (4.2.5)
n=0

such that each element in fo equals the lowest order term occurring in the series rep-
resenting the corresponding element in I'; each element in I'; equals the second lowest
order term and so on[18|. Here, we want to keep terms of similar orders of magnitude
in our calculations, so we use the first series representation. We approximate the

inverse matrix with
N

Tx) €T, (4.2.6)

n=0

where we truncate the series at some N > 1. Truncating for n = 1 gives a first order
correction. It is normal to use either a first or second order correction. For very small
parameters ¢, a first order correction can be good enough.



Chapter 5

The EnKF analysis step

In this chapter we focus on the analysis step in EnKF. We are interested in the errors
that arises because EnKF approximates the covariance with the sample covariance
matrix C. It is natural to compare the update in EnKF with the update in the
Kalman Filter which uses the real covariance matrix. FEven though our expressions
will be simplified, we hope to gain some insight into the problem.

5.1 Approximations and assumptions

In our case we will look at one time step only, thus ignoring the k£ index from now
on. This is done to isolate the effect of the sample covariance matrix in the analysis
step, from other difficulties that the EnKF suffer from.

Thus, we want to eliminate all other sources of error than C # C. In our simplified

calculations, the Kalman Filter would provide the correct answer. The analysis step
in EnKF will be compared with the KF analysis step by subtracting the expressions.

5.1.1 Analysis difference

In the basic EnKF every ensemble member is updated linearly with the same Kalman
gain matrix, but with different perturbed measurements d; see (3.3.11). Because the
added measurement perturbations v;, are assumed Gaussian distributed around zero,
we approximate the ensemble mean of all the d;, equal to the actual measurements
d ( see (3.3.11) ).

The analysis step with the Kalman Gain written out is given as

y&r =y + C’/HT(HC/H" + x)"1(d - Hy) (5.1.1)
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YEnkFi = yif +C'H'HCHT + )71 (d; - Hylf) (5.1.2)
fori=1,---N,

in KF and EnKF respectively. We assume that at our time step, we start out with
the same forecasts in both the EnKF and the KF before the update, i.e.

N
1 e
S i — f
Y = Yir = Yiuxr = Ezyz (5.1.3)
i=1

Then, from these equations we define the error difference

Yir — Ve =C'H'(HC/H" + £)7'(d — Hy/)
- C/HTHC/HT + =)71(d - Hy')
—CU - CU
=(C-C)U+C(U - 1)

(5.1.4)

with y/ canceled out, and U = H'(HC/H” + £)~!(d — Hy/).

This way we can split the effect in two parts; the difference between the covariance
matrices and the difference between the update vectors U.

From now on we refer to the difference (d — Hy/) as A. To make it easy to work
with, we let all the entries A; in the vector A € RMeX1 be equal, that is A; = A for
allt=1,2,... Ng.

We are particularly interested in how the norm of the error depends on increasing
the number of assimilated data, Ny. That is, we want to look at the Lo-norm of the
analysis difference

Iykr = FEnxrllz = |(C = C)U + C(U ~ V)| (5.1.5)

for increasing Ny.

5.1.2 Structure of the covariance matrices

We make some assumptions on the structures of the covariance matrices C and é,
and define some useful parameters. To obtain a simple structure for C, we simplify
the model.

In reality, the state vector contains parameters m, state variables u(m) and simulated
data h(u, m), making the covariance matrix contain the covariances between all the
components of the state vector

Cov(m, m) Cov(m, u) Cov(m, h)
Cov(u, m) Cov(u,u) Cov(u, m) (5.1.6)
Cov(h, m) Cov(h, u) Couv(h,h)



5.1 Approximations and assumptions 47

We consider a simplified version of the covariance matrix, namely just the parameter-
parameter variance C = Cov(m, m). This is similar to assumptions made in [14,
15].The reason for this simplification in our case will soon be apparent.

For a one dimensional grid, we assume that we have an exponential, distance-dependent
covariance model (see (A.5)). The entries of C, i.e the covariance between cells iy
and 79 will be defined by

Ci1,ig) = 2 exp <—|“;”> (5.1.7)

where €2 is the variance in the model variables and [ is the correlation length given
with respect to number of grid cells. Using this exponential correlation model we
define the parameters

_ |i1—ia41]

_ Clin,iz+1) _erXp< f) - <_1>

"T T Cli) 5zexp(_@> =exp|{—7 ] 0<r<l (5.1.8)
2

gz<5>

g
o\ 2

==

(2)

where o2 is the measurement variance and €2 is the model variance. We assume that
the errors in the measurements are independent of each other, so that ¥ = oI

(5.1.9)

1 roor2 rN-1
r
C=£2Q=2¢? 2 r 1 r 72 (5.1.10)
r 1 T
rN-1 r2 r 1

where Q is the scaled version.

The main reason for picking this C-matrix is that we can find the inverse of Q quite
easily. In [10] it is shown that the matrix Q has an inverse Q !, and that the matrix
(1 —72)Q~! has the entries —r in every position of the sub- and super diagonal, and
has main diagonal entries 1, 1 +r2,..., 1 +72, 1. To see this we can check that

(1-r)Q Q= (1—-r)1 (5.1.11)
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Thus the inverse of Q is given as

1 - 0 0
—r 1472 —r -
Q= ﬁ 9 - 47 - ; (5.1.12)
—7.“ 1+72 —r
0 0 - 1

To approximate the sample covariance matrix é, we interpret it as the true C with
a perturbed part added to it.

The perturbations in the elements of C are caused by random perturbations from
the ensemble members. Therefore, the perturbations in C are random as well.

If N, is sufficiently large, then~(~? will be close to C. A too small N, leads to larger
deviations from C. We write C as

C=¢£Q
=¢(Q+19R) (5.1.13)
=C+7R
and
Q=Q+1R (5.1.14)
with
H1,1 H12m Ml,nT’N_l
H2,17T .
R = : (5.1.15)
/LNJ?“N_I HN,N

where R € RV*¥ ig a matrix with random elements. The « allows for varying the
deviation from C with the ensemble size. A very small v < 1 symbolizes that N,
is big enough to make C close to C, while a bigger value of v represents a smaller
ensemble, leading to larger deviations in the sample covariance matrix.

The diagonal entries in R are assumed to be distributed as ;; ~ (0, ¢) with variance
¢ small. Then, from (5.1.14) we have that the diagonal entries for Q are assumed to
be distributed as §; = qi; + i ~ (1, ¥2C).
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5.1.3 Measurement patterns

For convenience, we work with measurements or data that are distributed along our
one dimensional “reservoir” in simple patterns, or layouts. The measurements are
collected in equidistant locations which are spaced h cells apart from each other.
Then we can vary the distance h to get either a dense distribution of measurements
or a sparse distribution of measurements.

For example, for a dense distribution with data from all the Ny first cells we use a
linear observation matrix Hye,se € RV4XN defined with hgense = 1, making the first
Ny columns of Hgense equal to the Ny x Ny identity matrix

In, | O

Hyense = [In, | 0] € RN —= (H H)genge = | — - — | e RV*N (5.1.16)
0O | O

For a sparse distribution with hgparse > 1, the ones will appear in every hl,,,..th

position along the upper left part of the diagonal of (HTH) sparse-

We introduce some simplified notation for dense and sparse measurements; If we
have observations in every h'th cell, we write the subscript X; to denote this. In
particular, we use the notation Qy, instead of HhQHz. This way Qy, is given as

i 1 Phoop2h o p(Na=1h ]
rh . . :
r2h (5.1.17)
: rh
i T(Nd_l)h ,r,h 1 ]
and le is
[ 1 —rh 0 0 |
) —rh 1420
1—r2h 0 0
: 142 —ph
0 0o - 1]

and so on.
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Chapter 6

Analysis and results

In the following sections we use the approximations and assumptions made earlier to
produce analytical, approximate expressions for the norm of the analysis difference.
Then we test these expressions through numerical experiments. Even though we use
a very simplistic setting for our calculations, we hope that we can capture some of
the dominating trends or effects.

Factors that are considered are

e the relationship between the errors of the data and the predicted data through
the parameters ¢ and § from (5.1.9),

e the number of assimilated data Ng,
e the distribution of the data through the spacing distances hsparse and hgense
e the correlation length [.

e the number of ensemble members N, through the parameter -,

We now consider two main cases; when we have dominating measurement errors, and
when we have dominating model errors |in the predicted measurements|. For each of
these cases we look into different situations.

We repeat that we consider the Lo-norm. From now on, || - || should be understood
as || - |2

6.1 Dominating measurement errors

In this case we have that 02 > £2, making the parameter € < 1. This means that the
uncertainty in the model is much smaller than the uncertainty in the measurements.

ol
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In the extreme case with & — 0, the analysis step will ignore the contribution from
the data.

We now use the Neumann series from (4.2) to approximate the inverse matrix in the
Kalman Gain

(Ch+ 2)_1 = 2_1[1 — E_I(Ch) + Z_Q(Ch)2 — ] (6.1.1)

The matrix X is easily inverted because it is a diagonal matrix with our assumption
of independent measurements. The entries in 37! are 1/02. By using the scaled
version of the covariance, factoring out &2, we get the series in the parameter € as
defined in (5.1.9)

3 1 2 4
(Cr+ %) lzﬁ[l—ﬁQh‘F;Q}%—“‘]

g 612

for e < 1.

Here we want to approximate the inverse in (6.1.2) with the first two terms to get
a first order correction. This is under the assumption that elements in the matrices
7, associated with €, do not grow too large. Thus, we truncate the series at n = 1.

1

(Ch+2) ' 5 I—cQy (6.1.3)

g

Next we compute the two terms in the analysis difference (C — C)U + C(U — U)

(C~ C) ~ & RH] [ - QA
= —eRH; [I - £(Qp, +7Ry)]A (6.1.4)
— eyRH] {~I+2[Q; + 1Ry} A

and

C(U - 1U) = 2QH? [(Ch +3)t (G + 2)—1} A

1 ~
~ CQH]  [[1-=Qu - [1- Q)] A (6.15)
=eQH} [I-eQ;] — [I—-£(Qn + Ry A

The norm of the two lowest order terms from the analysis difference (C — C)U +
C(U — U) is then produced by adding (6.1.4) and (6.1.5)
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ley {-RH] + ¢[RH] (Qx +yR) + QH R4} A|| (6.1.6)

with € < 1 for dominating measurement errors.

This expression is dominated by the lowest order term —E’VRHg;A. This term orig-
inates from the part (C — C)U. Note that there are two small parameters ¢ and
~ outside the whole expression. This suggests that dominating measurement errors,
€ < 1, may prevent a large error growth in y% » — ¥%, i under our assumptions.

6.1.1 Analytic error growth

To get an idea of how the analysis difference depends on the number of measurements,
we consider the dominating term E’yRHgA € RV*L The goal is to obtain simple,
analytic expressions for the 2-norm of the error as a function of Ny.

To do this, we assume that the correlation length is short. This makes the factor r
in R small.

The random correlation matrix R can be written as a series

N-1 '
R=> Ry (6.1.7)
=0

where Ry is diagonal with elements u;;, R1 contains the first super- and sub diagonals
of R with corresponding elements y;;, and so on.

When [ is small, we choose to approximate R with R*, which consists of the first
two terms in the series

R*~ Ry +Rir

pia o paer 0 e 0
HaLr (6.1.8)
HUN—-1,NT
0 o 0 uNN-1T  UNN

The index-notation on p;; will be relaxed to simply g, still keeping in mind that they
are random and indeed different.

Let

ISl = IRH; Al = (6.1.9)

We 1eed to find the sum of all the squared elements Sf . Note that the parameters
and v are left out here.

We consider two very simplified cases; a dense and a sparse measurement layout.
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Dense measurements In this case we consider a dense layout where we have
measurements in cells next to each other, so that hgense = 1. Furthermore, we let the
first measurement be in cell number 2 so that the matrix R*ngnse e RN*Na takes
the form

ur 0 0
Booopr
pro g
0 ur
v (6.1.10)
I
0 0 pr
0

The elements of S can be summarized as follows; we have Ny — 2 elements equal to
Yu+2pur)A, 2 elements equal to (g + pr)A and 2 elements equal to (ur)A. The rest
of the S;-elements are zero.

The sum of the squares can be expressed as

N
> 87 = Ng ((+ 2ur)*A?) (6.1.11)
=1

We have

”SdenseH = \/Nd ((H + 2,m")2A2)

(6.1.12)
= A\/Nd (/ﬂ + 4pPr + 4u2r2)

After summing up the individual p? values for a large Ny, we represent the p values
by some value pieqn Outside the square root

HsdenseH - NmeanA\/Nd (1 + 4r + 47"2) (6113)

In this simplified setting, we see that the norm of the error increases slightly more
than the square root of Ny.

Sparse measurements In this case we consider a sparse layout where we have
measurements in every Agparse cell, so that hgperse > 2. Again, we let the measure-

'"We defined all the entries in the vector A € RV4*! equal; A; = A for all i = 1,2,... Ny ( see
end of section 5.1.1)
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ments start in cell 2, and obtain the matrix R"HL . € RNV Na

pur 0 0
,u
ur
0 pr

I

r (6.1.14)

0o . ur

o
0 0 pr
0

Here, the nonzero elements of S will be either uA or purA. In particular, we have Ny
of the pA-elements and 2Ny of the urA-elements. The sum is therefore

N
D 87 = Na(uA)? + 2Ng(prA)? (6.1.15)
i=1

and the norm is then

||Ssparse|| — \/NdAQ ((,u2 + 2(:““7')2)
= MmeanA\/m

Again, the norm of the error increases approximately with the square root of Ny.
From the expressions (6.1.13) and (6.1.16) we expect that a sparse measurement
layouts will result in a slightly smaller error norm than a dense layout when r is
small Our illustrative case here is restricted to correlation lengths that are shorter

than the spacing hgparse. In figure 6.1 we compare the two expressions from (6.1.13)
and (6.1.16).

(6.1.16)

@

b L L L I L I L
10 5 10 15 20 25 30 35 40
Ny —

Figure 6.1: The expressions for dense(red) and sparse(blue) data layouts and number
of measurements Ny = [1,40]. It is assumed that we have short correlation.
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6.1.2 Numerical experiments

We present some numerical results in between the different cases we consider. In
figures, we always use the notation ||E|| for the appropriate norm-expression that is
considered.

In all the numerical experiments we use two different measurement layouts; a dense
layout and a sparse layout. The dense layout has measurements in every second cell
within the area, or line in this one dimensional, covered by the measurement layout.
The sparse layout has measurements in every tenth cell within its “area”; or line.

In this section we calculate the norm of the error from (6.1.6) for both dense and
sparse measurement layouts. The expression is valid only when ¢ < 1.

Case 1: Increasing number of measurements, ¢ < 1 In this example we use a
one dimensional field with N = 1100 cells. The correlation length [ is given in number
of cells, and is fixed at [ = 6 in this case. We let the number of measurements increase
from 1 measurement to 100 measurements, and calculated the norm-expression in
(6.1.6). We included the terms of O(g2,¢7v) in the calculations, but they were too
small to affect the result. A plot of this is shown in 6.2a.

Case 2: Increasing correlation length, ¢ < 1 Here, N = 400 and Ny was set
to Ng = 30. The correlation length was increased from [ = 1 up to I = 200 cells. The
norm in (6.1.6) was calculated at each step and plotted, similar as in case 1.
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(b) Plotted against increasing correlation length.

Figure 6.2: The norm-expression in (6.1.6) plotted for the dense(red) and the
sparse(blue) measurement distribution.

Both plots suggests that the norm of the error is very small in the situation with
dominating measurement errors.

6.2 Small measurement errors

In this section we look at the case where we have very accurate data or measurements,
such that the model error is the dominating one. Thus, £ > o. The way the filter
handles the uncertainties, means that the observed data will be weighted more than
the predicted data. This situation is expected to be more challenging for the analysis
step in EnKF.

We start off with the approximation of the inverse from
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U=Hl(C,+2)'A (6.2.1)

Now, from (4.2), the inverse can be developed into the Neumann series

CL+E) = (Cy)  I-C ' s+ (G 1222 =] (6.2.2)

In (6.2.2) we have to invert the full matrix Cp. Recall the simplification of the
covariance structure we made in section 5.1.2. This gave us a matrix which we know
the inverse of, namely Q! given in (5.1.12).

We use the parameter ¢ defined as

o 2
5:@ <1

for small measurement variance o2. The Neumann series becomes

(Ch+2) '=C, ' [I-C,'Z+(C, 1?2 -]

(6.2.3)

1
e
I -1
”“V“?th [I_(SQh]

Q}:l [I—&Qﬁl _’_62(Q}:1)2 . ]

We approximate the inverse by truncating the series at n = 1 under similar assump-
tions as in (6.1.2). This now implies that elements in the matrix (Q,:l)n, associated
with 6", are assumed not too large. Inserting the last line of (6.2.3) into (C — C)U
and C(U — U) we get

(C-C)U = —g%RHg;Q,;l [I _ 512@};1021 . } A
~ —RH]Q;"' [1-40;'] A (6.2.4)

= —RH] (Qu+Ry) ™" [1-6(Qi+7R) | A

and
C(U-U) ~ £QH] (;Qf [1-6Q,"] - ;le - 5@51]) A
—€QH] & (" [1-6Q;"] ~ (Qu +9Ra) ™ [1-5(Qy +9R) ) A

= QHj, (Qﬁl [1-0Q,"] — (Qn+Rp) ™" [I —6(Qn+ VRh)_l}) A
(6.2.5)
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Notice that we have do not have any small parameter 0 out51de these expressions,
compared to (6.1.6). We also notice that Qh = (Qn+ ’YRh) , appears twice in
both expressions, associated with the term U. The way we have defined this, we
must consider the inverse of

(Qn+9Ry) "' = (HQH” + yHRH")™! (6.2.6)

The form of (6.2.6) is of the same form as (6.1.2) and (6.2.2). We develop this into
a new Neumann series within the first one.

To obtain convergence of the Neumann series, we need to consider two separate
situations, depending upon which of Qj, and yYR}, having the larger norm, see (4.2).

The matrices Qp and Ry are both scaled covariance matrices with main diagonal

entries equal to unity, but in Ry, all the elements are multiplied by random numbers
i ~ (0, ¢) with variance ¢ small. This “shifts” the elements of Ry, to be distributed

around zero, while the elements of Qp ranges between 0 and 1. With this in mind,

we may say that ||Qpr|| = O(||Ry]|) or slightly bigger.

If, in addition, v < 1 then we are confident that the norm of Qp is significantly

bigger than the the norm of yRy. This case is now considered in (6.2.1).

On the other hand, if v > 1 then we might say that the norm of YRy, is the largest.
This is covered later in (6.2.2).

6.2.1 Large ensemble size

Here we assume that we have very accurate data, § < 1, and that we have a suf-
ficiently large ensemble in the EnKF. In this case «y is very small, v < 1, because
we have a sufficiently number of ensemble members, so that the sample covariance
matrix C is not too different from the real covariance matrix C, see (5.1.13).

Using Neumann Series to insert for (Qp + yRp) ™" when v < 1 we get

(Qn + th)_l = ([I+7RhQE1} Qi)
— thz —RiQ; ") (6.2.7)
~ Qh [ _'VRth ]

Inserting this into (6.2.4) and (6.2.5) gives

(C-C)U (f%R)HTSQQh[ -R,Q, '] [1-46Q;,' [1-1R,Q;']] A

= —RH] Q' [I-7R,Q;'] [1-6Q;' +07Q;,'R:Q, '] A

=-RH/ Q' [I-0Q,' —7R,Q; '] A+ O(57*) + O(57°)
(6.2.8)
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and

C(U - 0) z(éQ)HEf;Q (Q; [1- Q5]

-Q,' 1-7R,Q;, '] [1-6Q;,"' I-R,Q;']]) A

=QH; ([Q;' -0Q;'Q; '] (6.2.9)
- [Q,' -7Q, 'RiQ; ] [I-0Q, " +61Q;, 'RiQ;,']) A

=7QH}; (Q, 'R Q;"
-0(Q,'Q, ' RiQ;, ! + Q;,'R1Q;1Q; 1)) A + O(87°)

where two terms canceled out from the (U — U)-difference, namely Q;, ' and §(Q; )2

Adding~th§ two last equations produces the expression for the analysis difference
|(C — C)U + C(U — U)|| in the case of small measurement errors and a sufficiently
large number of ensemble members.

=|v{-RH" + QH"Q;'R;, + v [RH'Q; 'R,,]
+0 [RH'Q," - QH' (Q,'Q, 'Ry + Q, ' RiQ, )]} QA (6.2.10)
+ 0(67%,67%)

We note that ~ is the only parameter which can make this small. The expression
(6.2.10) is valid only for 4,7 < 1. We see that it is dominated by the two terms

—yRHTQ;'A +7QHTQ; 'R,Q; 1A (6.2.11)

and that the entire expression is multiplied with Q}:l.

6.2.1.1 Analytic error growth

Before we perform numerical experiments with the norm of the error in (6.2.10), we
have an analytical view of the term RHTleA for illustrative purposes.

As in section 6.1.1, this is done in hope of getting an analytical insight into the error
growth.

We now consider only the case with dense measurements, using an observation matrix
Hense € RVaXN together with the approximation of R as done in (6.1.1). Then we
again assume a small correlation length.
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This results in the same matrix R*HZ € RVXNe given in (6.1.10). We write

dense
RHTQZ1 as
pr 0 0
Hoopr
uro poopr 1 - 0 0
0 pr "o T 1 —r 1407
wr | 12 0 - -7 0 (6.2.12)
Iz 1+7r2 —r
0 0 pr 0 0o —-r 1

Again, we have relaxed the index-notation on the random values for p;;. We get a
matrix of the form

2

pur  —urs 0 0
x p
«@ x oo—pr? 0
1 —pr? B —pr?
2| 0 ot e . (6.2.13)
1] T
0 0 —upr? pur
0
with elements x, o and 3 given as
T =p— pr?
o= pur — ur
3 (6.2.14)
B = pr — ur+ pr
=+ ,ur3

These expressions contain values of p that are random perturbations distributed
around zero. This gives a rather unpredictable expression to handle. We expect that
the values p alternate the elements. They may cancel each other out, or they may
double up when they are of same order of magnitude.

To get any further we need to ease the handling of u.
If we allow the assumption that we can factor out the values p in (6.2.14) then

a=(p—p)r (6.2.15)
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For values pof same order of magnitude, we may have that «, 8 are small enough
to be neglected. This would be a best case scenario with errors canceling each other
out. Furthermore,

xr 1—r2 B

1—1r2 _MI—TQ —#
r

1’jr2 — pr (6.2.16)
2

ur 2

- — —pur
1—1r2

for small values of r.

In that case, the elements of (6.2.13), together with the factor % becomes

—r2>
ur  —ur? 0 0 r —r2 0 0
7 0 1 0
0 " —pur? 0 0 1 -2 0
—pur? 0 0 —pur? -2 0 0 —r?
0 —pr? I 0 s 0 —r? 1 0
0 " 0 1
0 0 —ur? ur 0 0 —r2 r
0 0
(6.2.17)

With the norm

ISl = IRH; Q; ' Al = (6.2.18)

N
2.5
i=1

we summarize the nonzero S;-elements as follows: We have Ny elements equal to
u(1 —r?)A and 2 elements equal to p(r — r2)A. The norm is then given as

N
D5

i=1
= Vo (a1~ A 4 2(ulr — 12)A)? (6.2.19)
~ VAP (Va1 27) 5 277)
= ,UmecmA\/Nd(l - 27“2) + 272

IS[I'=

where we discarded terms of O(r®) and smaller.

This expression of the norm is yet again grossly simplified, and the values of u are
not handled correctly. We may interpret this error growth as part of the dominating
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trend, keeping in mind that the random perturbations from p will alternate the errors.
It also represents a best case scenario, since we let values of pu cancel each other out.
This best case scenario for the term RH;{Q,:lA with £ > o is shown in figure 6.3.
We recognize the trend from figure 6.1, with an error growth similar to the square
root of Ny.

. . . . . . .
0 5 10 15 20 25 30 35 40
Ng —

Figure 6.3: Best case scenario error growth from (6.2.19) of the term RH%Q#A.

6.2.1.2 Numerical experiments

In this section we test out the norm-expression from (6.2.10) for both dense and
sparse measurement layouts. The expression is valid only if d, v < 1. This means
that we have small measurement errors compared to the model errors, and that we
have a relatively large ensemble.

Case 3: Increasing number of measurements, §,7 < 1 We used the same set
up for this case as in case 1, namely N = 1100 cells, correlation length set as | = 6
and number of assimilated data Ny increasing from 1 to 100.
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(a) The dense(red) and sparse(blue) measurement layouts against in-
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(b) The dense measurement layout from a). Black is the terms of O(v),
red is O(y%, 7).

Figure 6.4: The norm of (6.2.10) plotted for increasing Ny.

Figure 6.4 suggests that a dense measurement layout results in a larger norm of the
error. We also see that the norm of the lowest order term, O(v) from (6.2.10) is
dominating the norm of the higher order terms O(v2, 67) as expected.

Case 4: Increasing correlation length, §,v < 1
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Figure 6.5: The norm of (6.2.10) plotted for increasing correlation length.

In figure 6.5(a), the norm grows rapidly as the correlation length gets beyond a certain
value. In 6.5(b) we observe that the norm of the O(v2,dv)-terms is approximately
as big as the O(y)-term, at least for long correlation lengths. This may suggest that
such long correlation lengths violates our assumption in (6.2.3).

6.2.2 Small ensemble size

Here we still assume that we have very accurate data, § < 1, but that we approximate
the covariance matrix with a relatively small ensemble represented by v > 1.
We will put yRy, outside the brackets to give an approximation. We do not know
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how R~! will behave.

(Qu 7R = ([1+Qu (R RA)

o0

— (VR _ R, )~
("Rp) ;( Qn (VRa) > (6.2.20)

i

1 1
~-R! [I — Qth]
v h v h

Inserting this into the full expression for the analysis error leads to

-~ 11 1 1 1
C-0O)U=(-¢yRH' - -R; ! [I—Q Rl} [I—éRl [I—Q R1” A
( ) (v)g%h Sk, — S

= -RH'R;' <I —~ iQhRgl - jR,;l

o _ e 0 o _
+?(Rh1Qth1 + Qththl) - fﬁQththlQth1> A
(6.2.21)

and

1
e Qi [1-0Q;7]
1

1. 1 . -~ 1 _
SRS [rairg - o) a

C(U - T) = (QH”

_ RPN 1. 1 _
— QHT <Qh1 _5Qh1Qh1 _ thl + ?Rththl

0

I R ~ - i 5 _
+?Rh1Rh1 - ﬁ(Rthththl +R,'QuR; 'R + Q(Rththlﬁ A

(6.2.22)
Summing up the terms results in the analysis difference ||(C — C)U + C(U — U)|

=[{QH" (1-4Q,")} Q,'A

+ {—RHT + 1 [RH'R;'Q, — QH]
: 7 5 (6.2.23)
+? [QH'R;'Qs] + — [RH'R; '] } RhlAH

;
+ (9(5/727 6/7376/74>

In this situation there is no small parameter to limit the error. Both le and R;l
appear in this expression, as opposed to (6.2.10) where we only had Q;l—terms.
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The difference between (6.2.10) and (6.2.23) is the dependence on Q' and R;l
respectively, and the presence of the parameter ~.

The behavior of these two inverse matrices Q;Ll and R,:l are important. Clearly,
we expect the latter to be the worst case because this represents a situation with
relatively few ensemble members.

6.2.2.1 Numerical experiments

First we look at the size of the norm of R,:l. In figure 6.6 we observe that the norm
of R™! varies in an extremely and irregularly manner. The behavior of R™! seems
to cause large errors in the norm

4
10 10

6, -
IR

0 20 40 60 80 100
l—

(a)

Figure 6.6: Plot of | R™!| for increasing correlation length .

Case 5: Increasing number of measurements, § < 1, v > 1 In this experi-
ment we used N = 550, [ = 6 and Ny ranged from 1 to 50.
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Figure 6.7: Expression (6.2.2) computed with dense measurements(red) and sparse
measurements(blue) for increasing Ny.

In this case we see that the error grows large very fast, which is what to be expected.
This was the result in all plots of (6.2.23). The case with increasing correlation length
gave similar results. The plots from this case The norm of (6.2.23) then resembled the
behavior of figure 6.6 of [R™!||. In addition, the terms associated with 1/y, 1/4? and
6/~ from (6.2.23) dominated the expression. This may suggest that our assumption
on orders of magnitude is violated her.

This scenario is clearly the worst, as we expect with few ensemble members.



Chapter 7

Summary and Conclusions

In chapter 2 we presented both linear and non linear inverse problems together
with regularization techniques and non linear solution methods like Gauss Newton
and Levenberg Marquardt. Then Bayesian inference were introduced as well as the
Kalman Filter and Extended Kalman Filter and the Ensemble Kalman Filter.

The focus in this thesis has been on the Ensemble Kalman Filter analysis step, and on
the norm of the sampling error. We have used truncated Neumann series to approx-
imate the inverse in the Kalman Gain matrix. Under assumptions on the structures
of the covariance matrix and the sample covariance matrix we found approximate
expressions of the sampling error. We have considered varying measurement errors.

Dominating measurement errors relative to the model error seems to be handled well
by the analysis step in EnKF. In section 6.1, the small parameter € seemed to balance
even a poorly estimated covariance matrix.

At the end of the Kalman Filter section 3.2, we mentioned that when the uncertainty
in the assimilated data is large compared to the uncertainty in the model errors, the
analysis step gives less weight to the data. Thus, the updating of the variables is
limited in this case, which makes the difference between the Kalman update and the
Ensemble Kalman update relatively small.

Here we also arrived at simple analytic expressions where the norm increases as the
square root of number of measurements.

When we considered small measurement errors we looked at two cases.

This is the most interesting results since the situation of small measurement errors
may be close to the assumption of negligible errors in [14, 15] .

In the first we assumed that we used a large ensemble. We observed that the norm
of the analysis difference became larger than with the case ¢ < 1. The expression we
derived suggests that we are more dependent on a large ensemble in the case of small
measurement errors. Accurate measurements are weighted more in the Kalman Gain,
leading to stronger updating of correlated variables near the measurement location.
The sample covariance matrix may then update physically uncorrelated variables due
to spurious correlations.

69
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Increasing the number of measurements made the norm of the sampling error larger.
We also experienced that a dense distribution of the measurements resulted in a
larger norm of the sampling error, at least for relative short correlation lengths.

The situation considered where we assumed few ensemble members gave very large
norm of the sampling errors.

Future work

Our approach is limited to big contrasts between the measurement error and the
model error. And in the case of small measurement errors, our expressions are re-
stricted to either very big or very small numbers of ensemble members.

Also, these calculations was only done in one dimension. It could be interesting to
expand to two dimensions and compare with [14, 15]



Appendix A

A.1 Random vector

A random vector X € RY consists of the random variables X; for i = 1,2,...N.

A random variable X is a function X (s) that assigns a value to each outcome s in
the sample space S. A realization of X is a particular value, obtained by evaluating
the random variable.

A.2 Covariance

The covariance of the elements of a random vector X with expected value py is
defined as

CJU = E[(X - u’z)(X - H’m)T]
— BIXX"] - p,pl

This forms a matrix with the elements E[X;X;] — pip;. If the components of X are
uncorrelated, the covariance matrix is a diagonal matrix.

A.3 Multivariate Gaussian probability density function

A random N-dimensional vector X is said to be multivariate Gaussian with with
mean g and covariance C if the probability density for X is

1 1 1
X) = exp [ —=(X—p)TCH (X~ >
f(X) AN p( 5 (X—n) (X—p)
where p is a vector containing the expected values of X1, , X, and the matrix C
contains the covariances between the random variables

n =E[X]
Ci,j = COU(XZ‘,X]‘)
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A.4 Covariance of a linear transformation

Let Y = AX.

Then the expectation of Y is
py = E[Y] = E[AX] = AE[X] = Apx

Then the covariance of Y is found by insertion

vy = E[(Y - E[Y))(Y - E[Y))"]

= E[(AX — Apx)(AX — Apx)" ]

= BIAXXTAT - AXpE AT — Apx XTAT + Apxpk AT
= A(BXXT — Xpk — px X" + pxpk)) A"

= A(E[XXT] — pxpx — pxix + pxpk) A"

= A(E[XXT] - pxpx)A"

= ACxAT

A.5 Covariance models

The covariance between X; and X; may be assumed to be a function of the distance
h only. Examples of such models are the spherical model and the exponential family
of covariance functions respectively:

1-% b for0<h<l

_ 2
Clh)=¢ {0 forh >1

C(h) = € exp(=3(h/1)")

The last one is called the exponential covariance function when v = 1 and the Gaus-
sian covariance when v = 2. [ is the correlation range. All covariance matrices are
semi positive definite and symmetric, thus

Ci,jZO
c=cC"T

for all 4, j.
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A.6 Random realizations

A random realization X from a multivariate Gaussian distribution with mean g and

covariance C can be achieved by adding a term LZ to the mean value u
X=pu+LZ

where Z is a vector of independent identically distributed random variables with zero

mean and variance one, and L is the Cholesky composition of C such that C = LL”"

This can be shown in the following way:

The expected value of X is

EX]|=FEp+LZl=p+LEZ =p+0=p

and the covariance of X is

E[(X — pu)(X — )] = E[LZ(LZ)") = LE[ZZ"|LT = LILT = LL”

Thus, the vector X is a random realization from the appropriate distribution.

A.7 Bayes Theorem

The discrete case of Bayes Theorem states that the conditional probability of event
A, given event B, is given as

P(B| A)P(A)

P(A|B) = IL(B)

The factors on the right hand side are often called
e P(A) is the prior probability, as it does not take into account any information
about B.
e P(B | A) is the conditional probability of B given A, also called the likelihood.
e P(B) is the marginal probability of B, and acts as a normalizing constant.

We call the left hand side the posterior probability. This is the conditional probability
of A given B.
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A.8 Proof of convergence on Neumann Series

oo

We must show that the series Z A"=T4+ A+ A%+, ..+ AF 4. .. converges to the
i=0

inverse of (I — A) when [|A]| < 1.

By the associative and distributive properties of matrices we have

I-A)I+A+... A"
=II+A+.. AN —ATI+A+.. A"
:I_Ak+1

Multiply both sides by the inverse of (I — A) to get

I+A+.. . AY)=T-A)"(I- A
= (I — A)_II _ (I _ A)—lAk_H

which gives
I+A+.. AN —T-A)1=—1-A) 1A

Now we use the fact that ||[AB]|| < ||A]|||B]]
IT+A+.. A" —I-A) Y =] - (@A) A
< - @—A) A
<= (@—A)HlA]H

Since the norm of A is less than omne, the right side must go to zero. Thus, the series
must converge to the inverse of (I — A)
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